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Introduction  
 

In this paper, we are going to pick the best FPGA. Well, more accurately, we are 
going to learn how to pick the best FPGA.  

Since we are engineers, we can’t rely on any touchy-feely stuff. It doesn’t matter 
who has the coolest name. We don’t even care who’s got the slickest icon printed on top 
of their BGA packages. We need a formula. Once we have got the right formula, we can 
read the data sheets and plug in all the numbers. 

 
From Gates to Megahertz 

 
To build our formula we are going to need terms. Since we always talk about 

gates, we should definitely have them as one of our terms. Everyone knows that gates are 
good, and, being good, go on the top of our equation. When the number of gates gets 
bigger, our “goodness” metric will get bigger. 

Next comes something else that always comes up, and that’s cost. Cost is bad. We 
don’t want too much of it, and less is always better. We will slide cost in on the bottom of 
our equation. Now we are getting somewhere! We have got both a numerator and a 
denominator and our magic metric is starting to take shape. 

Gates and money aren’t everything, though. If they were, we had just go out and 
buy ourselves a bunch of DRAM chips. There is another thing we need in our FPGAs, 
and we want lots of it. That thing is speed. Since speed is another good thing, we will 
merge those megahertz right in next to the gates on top of our equation. We are really 
getting multi-dimensional now! Our metric has made it as far as “gate-megahertz per 
dollar.” 

That is far too simplistic for us, though. We know another thing or two - like 
power, for example. In FPGAs it is not a good thing. We may like it in our cars, 
microwave ovens, and stereo amplifiers, but we don’t appreciate it too much in our 
FPGAs. Power burns our batteries, heats our heat sinks, and preys on our power supplies. 
Power is another contender for the denominator. 

There are a few more things we probably should think about, but it’s not too clear 
how to handle them in our formula yet. Pins, for example, are a problem. Mostly, pins are 
good. We like them. We don’t, however, want to go piling them on indefinitely. You 
need just the right number, and then extras don’t help you out too much. There are also 
things like security, which don’t have good metrics associated with them. The best 
security metric we have seen is some measure of how many reverse-engineers, dollars, 
and time it might take to extract your brilliant design from an FPGA in the field. Those 
aren’t the sort of numbers one usually finds on a datasheet. There is also radiation 
tolerance, which is vitally important if you plan to be operating where there is a lot of 
radiation, but not all that interesting otherwise. 

Maybe for now, we should just be content with our nice, simple, symmetric four-
poster equation with gates and megahertz on the top, dollars and watts on the bottom. 
Nothing left to do but plug in a few numbers, right? 

We will start with the gates. Zipping over to Altera, we see that they’ve got a 
paper out explaining how they’ve done away with gate counts. We do, however have a 
convenient metric provided for us. Buried right in the part number are some digits that 
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tell us something about density, (which hopefully correlates to gates.) Altera says that, in 
a part number like “EP2A15” the “15” represents “16,640.” Nonetheless, we will just 
mentally log our 1109.33 multiplication factor, and now we are all set to convert from 
Altera part numbers to… what - “Logic Elements?” It looks like we are not ready for 
gates yet. 

Let us go look at Xilinx, maybe they understand gates. In their part number they 
embed something called “System Gates”, but what, exactly, are those? Evidently a device 
that has 8 million of them has 104,832 “Logic Cells” so does that means each “Logic 
Cell” has about 75 system gates?  

According to Altera’s APEX 20KE data a “Logic Element” contains one 4-input 
LUT (Look Up Tables) plus a flip-flop plus some carry/cascade logic. We’ve heard of 
flip-flops and have some idea how they might map to gates, right? Even if we didn’t, the 
vendor is here to help. They tell us that a plain, vanilla DFF (D Flip-Flop) is made up of 7 
gates, whereas a super-deluxe DFF with clr, preset, and clk enable is on sale for 8 gates. 
The problem is, the folks over at Xilinx claim it takes 12 gates to make a DFF with reset 
and clk enable. That is a 50% discrepancy right off the top, and we are still just setting 
the stage. 

Maybe the problem is a “gate” which Altera claims is a 2 input AND, while 
Xilinx prefers the 2 input NAND which is much more versatile owing to the free inverter. 

If you are talking about 4-input XORs (both vendors agree this is a “complex” 
gate) Altera counts them as 13 gates but Xilinx figures them at only 9. We are darn close 
to that 50% discrepancy again, only this time in the other direction. Maybe we should 
pull ourselves up out of the trees here and look at the forest for awhile before we get too 
confused. 

For one thing, we still haven’t addressed the question of the LUT. Luckily, both 
of these vendors pack one of them with a flip-flop and some extra logic into their basic 
cell. Altera’s is called a “Logic Element” (LE) while Xilinx calls it a “Logic Cell” (LC).  

Are LEs and LCs equal? According to Altera’s “Comparing Altera APEX 20KE 
& Xilinx Virtex-E Logic Densities” document, exactly the same number of each are used 
to implement a variety of 5-input and 6-input functions, which might lead one to believe 
that LCs ad LEs are equal. They even go on to show that, after some adjusting of the 
number of LCs on a Xilinx device, the number of LEs and LCs being equal indicates that 
the “logic density resources…are in fact equal…”. 

So, LEs equal LCs? According to Altera’s subsequent “Logic Structure 
Comparison Between Stratix II and Virtex-Based Architectures,” the new Stratix II logic 
element, Altera’s ALUT is bigger than both an LE and an LC. This would be fine if it 
were bigger than both by the same amount, but no such luck. According to this document, 
an (Altera) LE is worth 0.8 ALUTs, but a (Xilinx) LC is worth only 0.65. That makes an 
LE 23.08% bigger than an LC. In all fairness the document also says that these numbers 
are based on a variety of factors including the effectiveness of tools, the structure of the 
design, and other things we really don’t want to go into here. Since we’re already 
ignoring 50% differences, we can probably let this little 23% slide as well. 

So, how many gates are in a Logic Element/Cell? Well, it depends. You see, we 
shouldn’t just think about these little guys one at a time. They come in packs. According 
to Altera, a ten-pack of LEs is called a “Logic Array Block” or LAB (we are back on 
Apex 20KE again). Over in Xilinx land, LCs are very tricky. There seem to be two of 
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them per slice, and there are four slices in a CLB. Two times four is eight, right? But a 
CLB contains 9 LCs. Wow! Where did the extra LC come from? 

In the old days (XC4000 series), Xilinx claimed that each “CLB” (then containing 
only 2 Logic Cells) were worth 15 to 48 logic gates. That would make each of the 2 
CLBs worth 7.5 to 24 gates, right? Looking back the Altera APEX 20K LE data, an LE is 
worth from 8 to 21 gates, but that’s based on the dramatically cheaper 8-gate DFF with 
all the goodies. Adding 4 back in for Xilinx’s different definition of a flip-flop gets us 
back to almost parity. 

If an LE and a LC are both worth 8 to 24 gates, and we pick a nice, middle-of-the-
road 16 for math, we could go back to our 75 system gates per LC and deduce that a 
“system gate” is worth about 4.5 regular gates. This would be wrong, however. “System 
Gates” presumably also take into account the goodies like memories and multipliers that 
we’ll discuss later.  

What happens when you step out of the Xilinx/Altera arena? Well, Lattice 
Semiconductor plays by pretty much the same rules, but Actel’s ProASIC and ProASIC 
Plus use a “fine-grained” architecture that really doesn’t have anything that looks like a 
LUT. Their gates are evidently a third different flavor. 

Unfortunately, all is not random logic. There’s also memory, I/O, and a host of 
special functions that are sometimes hiding on the chip. These don’t use the regular logic 
blocks. When you start to factor these elements in, it becomes clear we need a new 
approach. Maybe Altera’s right. Gate counting just doesn’t work anymore. 

With the gate question all wrapped up with a bow, we can move confidently on to 
the question of price. This one’s pretty easy. Pricing is clearly specified by the vendors 
based on things like “production volume of 250K” at a time in the future, say, 18 months 
from now. How many FPGA designs have a production volume of 250K or more? Well, 
according to a 2003 market study, a little less than 0.5%. Now, how many of those don’t 
need your parts for 18 months…? 

Maybe we should skip the price discussion and move on to power. 
How many watts? We are ready to read the datasheet and write it down. Well, we 

really should be getting smarter by now, shouldn’t we? QuickLogic was very helpful in 
pointing out that power too, comes in many shapes and sizes. Quiescent power is what 
your device uses when it’s not doing anything useful. It’s just sitting there waiting for 
something important to come along. This kind of power is actually pretty important in 
FPGAs, because they use a lot of it. All the transistors that make the programmable logic 
programmable have to be fed all the time, whether the device is on the job or not. At 
90nm with its leakage current issues, quiescent power is even more of a contributor to the 
overall power budget. 

Next comes dynamic power. Unfortunately, dynamic power is pretty much 
impossible to estimate accurately. It varies from design to design, changes based on 
stimulus, and varies significantly with switching frequency. There is really no good 
metric that measures how much dynamic power an FPGA will use in a particular 
situation, or even relatively compare different FPGAs and families. 

Lest we think that we have covered the power problem thoroughly, there’s also a 
significant issue with power spikes at configuration time. Since SRAM FPGAs require a 
configuration bit stream to be blasted in at startup, there’s a significant power/current 
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spike right out of the starting blocks. If you’re designing power distribution systems for 
your FPGA, you’d better take that into account. 

 
Power 

 
For years it was like a slogan. "FPGAs are nice, but they're power hogs." For the 

customers that kept the lights on, however, buying thousands of FPGAs for backplane-
based, rack-mounted equipment with monster power supplies and plenty of cooling, 
considerations like performance, I/O, and density far outweighed power as a design-in 
concern. If a new FPGA family offered a 50% performance increase or doubled the LUT 
count over the previous generation, damn the heat sinks and full-speed ahead. Designers 
rolled FPGAs in with reckless abandon.  

Today, however, forces are conspiring to bring power concerns off of the back 
burner and into the forefront of FPGA design consideration. As the day approaches when 
firing up your FPGA-based network router threatens to cause brown-out conditions in 
neighboring counties, even the traditional FPGA consumer may think it's time to cool 
things down a bit. With high-end devices today based on 90nm processes, dynamic 
power consumption per gate has continued to drop, but it is largely offset by increased 
density. Additionally, static or leakage current as a percentage of total power 
consumption is on the rise due to smaller geometries. The net result is a generation of 
devices that require careful attention to power, from their initial design through their final 
application in FPGA-based systems.  

"Even the fellows in wireless base stations and wired-access markets are feeling 
the power problem," says Anil Telikepalli – Marketing Manager for Virtex Solutions at 
Xilinx. "When infrastructure equipment is outside in sun, like the green boxes you see 
alongside the roads, temperatures in the chassis can reach 50-60 degrees C, so junction 
temperatures can easily rise to 85 degrees. At that temperature, static power goes up 
significantly, generating even more heat."  

Power concerns are not limited to high-end devices, either. The new generation of 
low-cost FPGAs like Xilinx's Spartan-3, Altera's Cyclone-II, Lattice's EC/ECP/XP, 
Actel's ProASIC-3, and QuickLogic's Eclipse II families are all aimed at high-volume, 
low-cost applications. The target systems for these devices often run on batteries or have 
limited cooling capability or restricted power supplies, which makes lower power 
operation an absolute necessity.  

Specifically targeting handheld, battery-powered applications, QuickLogic's 
Eclipse II holds the title as the lowest-power full-FPGA device on the market. 
"Everything has a power budget, but we're focusing on applications where the FPGA is a 
significant chunk of that budget," says Brian Faith, Sr. Director of Product Marketing at 
QuickLogic. "Our focus is on mobile platforms and on connecting embedded processors 
to embedded I/O systems like wireless LAN. ASSP developers come out with PC-based 
chipsets, but embedded applications developers want to connect to those same chipsets. 
We help them bridge that gap. Our devices become a negligible part of the power picture 
when the wireless LAN is active, and they enable power management to turn off clocks 
and components when the LAN is offline. We can even turn off other devices in the 
system and can de-couple I/O from the processor using our bridge."  
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In planning the power budget for your FPGA design, there are three types of 
power to ponder: startup power, dynamic power, and static power. The first of these, 
startup power, has two components that warrant consideration. As VDD ramps up to the 
correct voltage, the unknown state of SRAM cells on an SRAM-based FPGA can cause a 
current spike known as inrush current. This inrush current has been drastically improved 
over the past few generations of FPGAs by careful attention to power-up sequencing, but 
still it can rise to a level that warrants designer attention. The second startup hit in SRAM 
FPGAs is the increased current draw during the configuration process as the routing and 
look-up table (LUT) configurations are read from memory into the device.  

Non-volatile devices such as flash and antifuse FPGAs offered by Actel and 
QuickLogic have negligible startup spikes because they do not require re-configuration at 
power-up. For many SRAM-based FPGA devices, however, peak current draw is reached 
during the startup phase and may determine or limit your power supply selection. "Our 
devices essentially have only static and dynamic power components," says Mike 
Holmlund, Product Marketing Manager at Actel. "Because they're statically configured 
and live at power-up, non-volatile devices don't have inrush and configuration current 
issues like SRAM-based FPGAs. We've seen a lot of interest from customers developing 
battery-powered applications because our technology is a good fit. Also, because of the 
static configuration, the standby current in a non-volatile FPGA is significantly lower 
than in a similar-density SRAM-based device."  

Once your FPGA is powered up, configured, and ready to run, you're left with 
two flavors of power consumption, dynamic and static. Dynamic power is the energy that 
is consumed by your device when it is doing useful work. The culprit behind dynamic 
power consumption is the momentary dash of current through the transistors in a logic 
gate as both are temporarily turned on at the same time. Dynamic power, then, depends 
only on capacitance and the number of these events that happen in a given interval of 
time on your chip. Of course the number of events depends in turn on gate count, 
frequency, and toggle rate.  

Dynamic power is the component over which you, as the designer, have the most 
direct control. Dynamic power is completely design-specific, so architectural changes 
that alter toggle rates, logic utilization, or operating frequency have a direct impact on 
dynamic power. When you study design techniques for reducing power or look at tools 
for low-power design, the target is almost always dynamic power consumption.  

The arch-villain in the world of FPGA power consumption is static power. In 
examining static power, we are able to see a graphic and unfortunate demonstration of the 
remarkable leverage of positive feedback loops on functions that already have 
exponentially bad tendencies. Static power, as its name implies, is based on the current 
that is drawn by your FPGA when it is powered up, configured, and doing nothing. Deep 
within your FPGA, very thin oxide layers leak current even when transistors are not 
switching. As these oxide layers get thinner (as in when moving to smaller process 
geometries), the leakage increases. As the number of transistors on a device goes up (as 
in when moving to smaller process geometries), the leakage increases. When the junction 
temperature rises (as happens as a cumulative side-effect of moving to smaller process 
geometries), the leakage increases exponentially. Now the real fun begins! With 
increased leakage, more heat is generated, raising junction temperatures even more, 
which moves us farther down the exponential curve of increased leakage current.  
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At the 90nm process node, FPGA companies were deeply concerned about the 
implications of leakage current, the possibility of thermal runaway, and the practicality of 
large FPGA devices based on that technology. As a result, bringing up new FPGA 
families on 90nm has been perhaps the most challenging task faced by programmable 
logic companies to date. Everything from the fundamental architecture of the FPGA to 
exotic process techniques was considered, and complex compromises were weighed 
between performance, functionality, yield, cost, and power.  

Xilinx adopted a triple-oxide approach with their Virtex-4 family. In previous 
generations, they had employed two different oxide thicknesses, one in the core logic for 
fast switching, and a thicker one in the I/O area where increased drive strength was 
required. With Virtex-4, they added a third thickness for transistors involved in the 
routing and configuration circuitry. The thicker oxide reduces leakage, and these 
transistors did not require rapid toggle rates, as they generally remain in a constant state 
from configuration on.  

Altera's big leap in moving to 90nm included a complete overhaul of their 
fundamental logic element. By dropping the traditional 4-input LUT in favor of a 7-input 
variable adaptive logic module, they decreased logic granularity and reduced the routing-
related power overhead for most designs. In addition, they adopted process changes to 
reduce static power such as low-K dielectric, and longer transistors with increased Vt for 
non-performance-critical paths.  

In their low-cost Spartan-3 and Cyclone II device families, Xilinx and Altera were 
less aggressive in their design changes for low power. The smaller, less expensive 
devices didn't require the same level of optimization as the flagship high-density device 
families, and power reduction took a back seat to cost optimization for high-volume 
markets. Late last year, however, Xilinx introduced a more power-efficient version of its 
90nm Spartan-3 line called Spartan-3L. Spartan-3L has lower quiescent current than 
standard Spartan-3 devices, and it offers two power-saving modes for taking the device 
off-line during periods of inactivity.  

If you're selecting an FPGA with an eye on power, it pays to think carefully about 
the details of your design constraints, and not just jump on the option with the smallest 
overall number. For example, is your design running on batteries? Do you have a current 
restriction such as that imposed by internal USB power? Will your device have a 
relatively small duty cycle that can benefit from hibernation, power, or clock gating? Do 
you have limited cooling capability, or are you concerned about junction temperatures? 
Can you trade off operating frequency for lower dynamic power consumption? Each of 
these answers might take you in a different direction in selecting the appropriate FPGA 
for your application and in optimizing your design for power budget management.  

If your design has a short duty cycle, for example, Lattice's XP family offers fast 
reconfiguration of the SRAM-based FPGA fabric from on-chip flash memory. This 
means you can power down the device during standby operation, and quickly and easily 
power it back up again when it needs to go active. "XP powers up in less than a 
millisecond, so it can swap out faster," Says Gordon Hands, Strategic Marketing Manager 
at Lattice Semiconductor. "You could easily implement a power saving design that does, 
say, a 10% duty cycle. Regular SRAM devices can take hundreds of milliseconds to 
reconfigure, so it's not practical to put them on standby for very short periods."  
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On the tool side, every FPGA vendor offers software that will help you estimate 
power consumption. Most of these offerings can generate very early estimates based on a 
spreadsheet-like system. You supply estimates of design parameters like logic, memory, 
and I/O utilization, clock frequencies, toggle rates, and operating temperatures. The tool 
will come back with an estimate of power consumption for those conditions. While these 
early estimates are the least accurate, they are ironically the most useful, as you can use 
them as the basis for deciding what micro-architecture will work best, and which parts of 
your logic design should be in or out of your FPGA.  

"We added significant capability with the introduction of our PowerPlay tools in 
Quartus 4.2," says Chris Balough, Director of Software and Tools Marketing at Altera. 
"Particularly useful with PowerPlay is the notion that power estimation can contribute to 
architecture closure as well as timing and power closure. A systems designer creating a 
new consumer product on a short time-to-market window may have trouble hitting an 
overall power budget, so PowerPlay can help him understand very early what an FPGA 
can do. It allows a 'what-if' analysis on variables like clock frequency and cooling 
options, even when the design is at the 'back of a napkin' level."  

Once you've generated synthesizable RTL code and have vectors that exercise 
your design in a realistic way, you can get much more accurate power estimates, but then 
it's often too late for many of the big changes that could affect power consumption. The 
more accurate estimates are primarily useful for checking your work at the end to be sure 
you got the results you expected.  

Beyond power estimation there is power optimization. While power optimization 
tools have been available for ASIC design for a while, automated power reduction is still 
a relatively immature science for FPGA. In ASIC, there are a fair number of readily-
applied techniques such as clock and power gating, buffer sizing, and voltage scaling that 
can be employed by automated power optimization tools. In FPGA, however, the options 
are somewhat limited by the underlying architecture, and the opportunity for 
improvement is reduced by the dominating presence of static power related to 
configuration circuitry. Nevertheless, since power is becoming a hot topic in FPGA 
design, there is serious research underway into techniques and tools for putting 
programmable logic on a power diet.  

"We are strong believers that you need to do architectural development at the 
same time as software tool development," says Professor Jason Cong, Professor and Co-
Director of the VLSI CAD Laboratory at UCLA and Chief Technologist for Magma 
Design Automation. "We first did a quantitative evaluation of power dissipation in 
current FPGAs with our fpgaEva-LP tool. In that effort we wanted to measure both static 
and dynamic power in FPGA interconnect and logic. Once we understood the power 
profile of existing architectures, we were able to look at potential architecture changes to 
reduce power consumption." The team evaluated the impact of architectural changes such 
as changing the size and grouping of basic logic cells such as LUTs, adding architectural 
support for clock and power gating, and supporting multiple VDD voltage levels for 
different parts of FPGA designs with different performance requirements.  

Beyond these architecture changes, the team is looking into design-specific 
improvements that can be done, particularly starting at a behavioral level of abstraction. 
"It requires the whole tool chain to address the power problem effectively," continues 
Cong. Once the FPGA architectures are changed to better support power reduction and 
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the tools are in place to take advantage of those changes, Cong estimates that a 2x-5x 
improvement in power can be achieved.  

With the hot competition underway to cool down your design, expect significant 
progress in power optimization over the next few years. Now that FPGA companies are 
simultaneously grappling with the challenges of 90nm and even 65nm process geometries 
and dealing with customers moving FPGAs into new lower-power applications, 
significant development effort is being poured into both architectural and design tool 
solutions to the power problem.  

As chip technology progresses to 90 nm and below, power becomes a burning 
issue in system design. At this node, leakage plays a more major role in total power; 
smaller interconnect geometries with new dielectric materials affect dynamic power as 
well.  

According to Jordan Selburn of market research firm iSupply, “Leakage current – 
essentially insignificant at the 0.35 micron node and earlier – has become a major issue as 
transistors become increasingly leakier. Studies have shown that at the 90 nm node, 
leakage power can equal dynamic power consumption and even exceed it at the 65 nm 
node.”  

Another factor facing system designers is the tighter power budgets around which 
they must design. This is not limited to any single type of system, but does affect most 
designers. Large systems with many boards or modules, as well as portable and consumer 
products, all face power budgeting issues.  

In large systems, power budgeting is typically done for the total system, as well as 
distributed power regulation on a per-board or per-module basis. With multiple power 
supplies now on every board, it is not a simple task to increase the power budget for one 
board without affecting the entire system’s power distribution plan.  

In line-powered consumer products, the goal is usually to use the smallest and 
least-expensive power supply possible to keep costs under control. Exceeding the 
capabilities of a particular model power supply by only a few percent can necessitate the 
use of a larger, more expensive supply, and this might be unacceptable in light of total 
system cost. Designers would rather design in more features to differentiate the product 
than to use a larger power supply.  

In portable consumer products, the overwhelming goal is to extend battery life for 
as long as possible. For these products, longer battery life – both in active and standby 
modes – is a significant competitive advantage.  

With all of these challenges, it’s no wonder that power issues are sounding the 
alarm bells for system designers today. iSuppli’s Selburn continues, “On the customer 
side, chip designers can consider architectural approaches such as parallel processing at 
reduced clock speeds to reduce dynamic power, or gated clocks that essentially turn off 
entire sections of the chip when they are not needed. Despite these techniques, power 
consumption remains a serious issue for a large portion of the core silicon market, an 
issue that is becoming worse, not better, with time.”  

 
System Design Challenges 
 

Higher power levels can affect both manufacturers and end-customers alike, in 
four key areas:  
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Performance. Higher power levels in a chip can limit device and end-system 
performance by forcing a lower system clock rate to stay within the system power 
budget.  
Reliability. As power goes up, so does the threat of brown-out and latch-up from high 
power-on surge. In addition, higher failures-in-time (FIT) rates will be expected due to 
higher device operating temperatures.  
Cost. As mentioned previously, higher power equals higher cost in the system because of 
larger, more expensive power supplies and thermal management components such as fans 
and head sinks.  
End-customer operating expenses. Higher power also impacts end users in the form of 
higher power bills (which can be significant for large systems) and shorter battery life for 
portable products. 
 
How Xilinx Helps Manage System Power  
Virtex-4 FPGAs 

 
With a significant reduction in power consumption over that of the competition, 

the new Virtex™-4 platform FPGAs offer significant benefits for system design, 
including reduced thermal concerns, easier power-supply design, lower cost power 
supply, and higher system reliability. Virtex-4 FPGAs dramatically reduce power 
consumption when compared to other FPGAs in all three key power areas:  

As much as 73 percent lower static power with the industry’s first tripleoxide 
technology.  

As much as 86 percent lower dynamic power enabled by embedded IP blocks.  
Negligible in-rush current with unique power-saving configuration circuitry. 
This is enabled with industry-leading technologies such as 90 nm triple-oxide 

technology, high-performance embedded IP, and power-saving configuration circuitry.  
Xilinx also provides comprehensive tools for power system design: Virtex-4 data 

sheet and user guide; a web-based power estimator; and XPower, included in ISE™ 
software.  

Virtex-4 devices handle the three types of power usage and control in the 
following ways:  

Static power. As process geometries shrink to 90 nm and lower, the industry 
expects higher leakage and higher static power when channel length decreases. Working 
with fab partner United Microelectronics Corp., Xilinx solved this problem by using 
triple-oxide technology in the Virtex-4 90 nm process, which reduces leakage current 
significantly. Two-oxide thicknesses are widely used in the industry today, with a thin 
oxide in the core and thicker oxide in the I/O area. Virtex-4 devices add a third medium-
thick oxide transistor used for certain functions in the FPGA. The result is 50% lower 
static power than that of Virtex-II Pro FPGAs. Other FPGA vendors have gone the other 
way when migrating to a 90 nm process, with static power increasing more than 2X 
compared to 130 nm devices.  

Dynamic power. New and existing Virtex-4 embedded functions lower dynamic 
power by 5 to 20x compared to Virtex-II Pro FPGAs. This results in as much as 86% 
lower dynamic power than that of other 90 nm FPGAs.  

Note these specific examples:  
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PowerPC™ – as much as 86% power reduction.  
Block RAM – as much as 82% power reduction.  
DSP – as much as 23% reduction with XtremeDSP™ slice. 
Ethernet MAC – as much as 83% power reduction. 
Logic – although Virtex-4 devices consume similar dynamic power-per-logic cell 

when compared to other FPGAs, the embedded IP blocks often allow fewer general-
purpose logic cells to be used. For example, when building a source-synchronous I/O 
(SSIO) interface, the new ChipSync™ block reduces the number of logic cells used. 

In-rush power. Other high-performance 90 nm FPGAs have exhibited levels of 
in-rush power more than four times that of Virtex-4 FPGAs. In Virtex-4 devices, by 
spending considerable time designing very power-efficient configuration logic, Xilinx 
has been able to keep in-rush power within 15-20% of the static power requirements and 
below typical operating power. This removes the need to use a larger power supply just to 
address in-rush current. 

 
CoolRunner-II CPLDs 

 
When Xilinx designed the CoolRunner™-II family of low-power CPLDs, their 

goal was to deliver one of the industry’s lowest power levels for a programmable logic 
device. These devices have standby current requirements of less than 20 µA, making 
them ideal for battery-powered portable devices. Other CPLDs claiming to be low power 
have standby power 100 to 1000x higher, affecting battery life so significantly that they 
are unsuitable for portable applications.  

The static RealDigital technology used in the logic of CoolRunner-II devices does 
away with power-hungry sense amplifiers and delivers low dynamic power as good as 
any other device available today.  

In addition to these advantages in the basic circuit design and process technology, 
CoolRunner-II devices also offer power management features unique to the CPLD 
industry, including a DataGate feature to reduce effective logic usage in the device and 
clock management and input hysteresis features to reduce internal operating frequencies 
and dynamic power.  

 
Spartan-3 FPGAs 

 
Xilinx customers consider that in today’s cost-conscious consumer products, 

being forced to put in a bigger supply just to supply a high power-on or in-rush current is 
not a viable option for their system designs.  

Attention to detail when designing the Spartan-3 configuration logic has yielded 
devices where the maximum quiescent power alone is guaranteed to be sufficient to 
power up the device. Spartan-3 devices have no in-rush current or power specification. 
When using these low-cost devices, you can focus on the product features and design 
without worrying about increased system cost because of high in-rush power 
requirements.  
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Power Management Tools 
 

Web Power Tools are pre-implementation tools that estimate a design’s power 
consumption based on the expected utilization of device resources, operating frequencies, 
and toggle rates.  

Once you have implemented your design in the Xilinx software tools, you can use 
XPower to accurately estimate the power consumption. Actual power consumption must 
be determined in-circuit under the appropriate operating conditions.  

 
Web Power Tools 

 
The intuitive interface guides you through the steps of the data-entry process and 

ensures the most accurate estimates possible. The equations and values used by Web 
Power Tools are based on device characterizations for the family. Web Power Tools are 
available for the Virtex-4, Virtex-II Pro, Virtex-II, Virtex/Virtex-E, and Spartan-3 FPGA 
families, as well as CoolRunner-II CPLDs.  

 
XPower 

 
XPower is the first power-analysis software available for programmable logic 

design, allowing the analysis of total device power, power-per-net, routed, partially 
routed, or un-routed designs.  

 
Power Management Hardware 
 

Tools for managing power are not just of the software variety. Power-
management chips from National Semiconductor, Intersil, Texas Instruments, and Linear 
Technology are available to make the job of supplying the multiple supply voltages 
needed by today’s FPGAs easier, and they can be valuable companions to Virtex-4 or 
Spartan-3 devices. 

 To conquer the key challenges of power consumption, it takes a combination of 
good product design, proper device technology, and tools that let you take control of 
system power management.  

Xilinx is an industry leader in power management and now offers many 
advantages within its programmable solutions:  

Virtex-4 FPGAs consume 1 to 5W less power than competing 90 nm FPGAs.  
Spartan-3 FPGAs are the one of the only low-cost FPGAs in the industry to 

eliminate power-on surge. In these devices, the maximum quiescient power alone is 
sufficient to guarantee device power-up.  

CoolRunner-II CPLDs are the world’s lowest power CPLDs, ideal for even the 
most power-critical portable applications.  

Xilinx offers a comprehensive suite of power management tools, from Web 
Power Tools to the XPower analysis tool integrated into the ISE environment. 
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Dramatic Power Reduction 
 

The Virtex-4 product family has reduced power consumption in several key areas. 
The power-per-CLB has been cut in half, with static power reduced by 40% and dynamic 
power reduced by 50% when compared to the 130 nm Virtex-II Pro FPGA and other 90 
nm FPGAs. Furthermore, certain hard-logic silicon functions in the Virtex-4 FPGA 
reduce power consumption by 80-95%, a whopping factor when compared to the same 
functions implemented in configurable logic blocks and programmable interconnect 
routing.  
 
Reduced Power Consumption Benefits 
 

Reduced power consumption benefits cut across a few areas of product design in 
reduced thermal concerns as well as eased power supply design (see Figure 1).  

 

 
 

Reduced thermal concerns – When you reduce power consumption in a device or 
system, you use smaller heat sinks, or no heat sinks at all in some cases. You also have 
simpler thermal system design from the point of view of reducing airflows and fan size 
needs.  

Easier power supply design – You can also use smaller supply circuitry and 
reduce the number of components in the power supply. Using less PCB space allows you 
to reduce the cost of the power system. Plus, by not having your device consume as much 
power, you can achieve higher reliability by lowering the temperature of the FPGA die. 

 
Static Power Trends in 90 nm Technology 

 
The reduction in transistor size in 90 nm technology has several effects on power 

consumption. The biggest potential problem is in the area of static power.  
As we mentioned earlier, static power is dominated by transistor leakage current. 

Unfortunately, channel leakage increases as transistor size decreases. This is especially 
true for low VT transistors where VT refers to voltage threshold between the gate and 
drain.  

Low VT transistors are the fastest transistors – the ones with the shortest turn-on 
and propagation delay – that IC designers use inside the FPGA when the highest speed 
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performance is needed. Regular VT transistors are also used when less performance is 
acceptable, but this only helps so much with leakage.  
 

 
 
Figure 2 shows that leakage goes up dramatically when moving from 130 nm to 

90 nm technology. The Virtex-II Pro device uses 130 nm process technology, whereas 
the new Virtex-4 device uses 90 nm process technology.  

 
Triple-Oxide – The Savior of Static Power 

 
Triple-oxide simply means that we use a third thickness of oxide in making some 

of the transistors in the FPGA (two oxide thicknesses are used in devices like the Virtex-
II Pro FPGA). Most transistors in the past had a thin oxide layer. Within those transistors 
could be low VT, regular VT, NMOS, or PMOS transistors. Thick-oxide transistors are 
mostly used for I/O drivers and a few other functions.  

Oxide deposition thickness is a very stable and controllable process in the 
semiconductor industry because it depends on temperature, concentration, and exposure 
time. Figure 3a/3b shows the Virtex-4 transistor with the middle oxide thickness used in 
the triple-oxide process. You may notice that the oxide thickness is still very, very thin, 
but this thicker oxide transistor has much lower leakage than the standard thin-oxide low 
VT and regular VT transistors used in Virtex-II Pro FPGAs and in various parts of 
Virtex-4 FPGAs.  
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Optimizing Performance and Leakage 
 
The Virtex-4 FPGA is the first Platform FPGA designed for high speed and low 

power.  
Low VT transistors are used only where necessary for maximum speed, while the 

middle thickness of oxide from the triple-oxide process may be used for less aggressive 
performance with very low leakage. You may use different sizes and types of transistors 
for performance and function. Combinations are also possible, such as small and 
medium-sized low VT fast transistors and small and medium-sized middle oxide 
thickness transistors. It is not a one-size-fits-all procedure.  

Xilinx IC designers were given a directive to reduce power, among other things, 
in the Virtex-4 platform while maintaining the highest system performance. These 
transistors are used across the various FPGA functions of LUTs, I/O, interconnect, and 
configuration memory cells. Even within a given FPGA function, all transistors don’t 
need to be the same, and that is up to the Xilinx IC designers (see Figure 4).  
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The surprising result of this balancing is that the overall static current in Virtex-4 
devices with 90 nm process is reduced by 40% when compared to Virtex-II Pro devices 
with 130 nm process. Table 1 shows a chart of the weighted average changes to the 
transistors in the Virtex-4 die compared to Virtex-II Pro die, which allows you to arrive at 
the reduced transistor leakage in the Virtex-4 FPGA.  
 

 
 
Dynamic Power Reduction 

 
Static power reduction, while dramatic, is not the only power winner that you can 

take advantage of. Dynamic power is also reduced by 50% when compared to Virtex-II 
Pro FPGAs.  

The dynamic power in the FPGA is governed by the following equation:  
PDynamic=FPGACore (CV 2ƒ )+FPGAI/O (CV 2ƒ ) 

The Virtex-4 family of FPGAs has the following:  
Reduced FPGA core dynamic power. 
Internal operating voltage is the dominant factor. 
Secondary scaling by frequency (f ) and node capacitance (C). 
Constant FPGA I/O dynamic power. 
Unchanged voltage swing (VI/O), toggle rate (f ), and pin/pad capacitance 
(C) for a given I/O standard. 

So you can see that we may be able to have an effect on dynamic power inside the 
device, but that dynamic power consumed by I/O switching remains unchanged.  

When we go from the 130 nm process of the Virtex-II Pro FPGA to the 90 nm 
process of the Virtex-4 FPGA, the internal supply voltage changes from 1.5V to 1.2V. 
This reduces the dynamic power consumption for every internal transistor by of that in 
the Virtex-II Pro FPGA.  

Additionally, the FPGA internal composite capacitance is reduced in the Virtex-4 
FPGA. This internal capacitance comprises transistor parasitic capacitances and trace-to- 
metal and trace-to-trace capacitances for the interconnecting metal traces. Figure 5 shows 
the capacitance involved relative to their structures.  
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Does low-K reduce power? Low-K refers to the dielectric insulating material 

between the metal traces in the FPGA. Lower K dielectric insulating layers do reduce 
internal capacitances per unit trace length, but “low-K” is a relative term. Xilinx has 
reduced-K-insulating materials, and in the past has used low-K itself; they may do so 
again in the future.  

As mentioned earlier, dynamic power is related to the bulk capacitance and 
internal voltage levels being switched, P=CV 2ƒ. All things being equal, having a lower 
internal capacitance for the interconnects would be a benefit for dynamic power and 
reduced resistor-capacitor delay, but other factors contribute to interconnect capacitance, 
such as distance above the metal plane, interconnect width, and interconnect length.  

Additionally, other parasitic capacitances such as gate-to-drain and gate-to-source 
are also part of the equation. Total capacitance for a path is based on a complex 
combination of parasitic capacitance in the transistors; the architecture of the interconnect 
paths and actual path lengths; and the number of hops through interconnect switches. 
Xilinx has reduced the overall capacitance for those components in the Virtex-4 FPGA.  

The overall effect is mostly due to reduced gate capacitance and lowers 
capacitance by 20% for Virtex-4 FPGAs when compared to Virtex-II Pro FPGAs. Table 
2 shows a dynamic power reduction of 50% for the Virtex-4 FPGA when compared to 
the Virtex-II Pro FPGA. We have a 23% reduction in dynamic power when running at a 
50% higher frequency.  
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Because the Virtex-4 FPGA is a much higher performance device than the Virtex-
II Pro FPGA, you may need to operate it at higher clock speeds to meet newer demanding 
performance targets that could never be achieved in previous systems.  

 
Embedded Blocks 

 
Another major area of improvement in power consumption is in the area of 

embedded functions. This has always been a strength in Xilinx FPGAs, but it is more so 
in the Virtex-4 FPGA, even when compared to the feature-rich Virtex-II Pro FPGA.  

In Virtex-4 FPGAs you can take further advantage of both static and dynamic 
power reduction by using the embedded functions, which are built as hard-logic 
functions.  

When embedded functions are implemented as hard-logic functions instead of in 
configurable logic blocks and programmable interconnects, there is a lot less static and 
dynamic power consumed. This is because far fewer transistors are used for hard, fixed 
logic than for programmable logic. Additionally, there are no transistors needed to make 
connections for interconnects in the embedded functions, because there are no 
programmable interconnects.  

Xilinx has carefully studied some of the functions that engineers like you have 
struggled with and that we have also found tedious to implement within the FPGA 
programmable logic. The new embedded functions lower power by 80-95% compared to 
their configurable logic blocks and routed counterparts in programmable silicon.  

 
Comprehensive Power Planning Tools 

 
Another useful thing in planning power is that Xilinx data sheets show you both 

typical and maximum power consumption numbers. Maximum numbers are for worst-
case process, temperature, and voltage, but many designers are very happy to work with 
typical numbers, depending on their application and the number of parts being used in 
one system.  

One additional very useful thing that you can take advantage of in planning for 
power consumption in Xilinx FPGAs are power planning tools. Xilinx web power tools 
are available for estimating power early in the design cycle. Also, as part of the Xilinx 
design flow, XPower looks in more detail at a mapped or routed design. Both can be 
found, along with power application notes, by searching the Xilinx website for the phrase 
“Xilinx Power Tools.”  

 
Well, we still haven’t covered performance. From register-to-register delays and 

levels of logic, to I/O data rates, it’s a complicated subject. We will try to cover it in the 
following sections. 

 
Measuring the Metrics of FPGA Technology  

 
In our previous section we poked fun at the myriad metrics given by 

programmable logic companies in their publications and data sheets. While it’s fun to 
make fun of the confusion induced by this dizzying data, it is also interesting and useful 
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to dig past the difficulties of agreeing on units and dimensions and to take a look at the 
actual processes that are used to test our tools and evaluate our architectures. While there 
is a good deal of obfuscation built into the numbers that are presented to the public, the 
companies that publish them do make a significant effort to measure accurately and 
inform realistically. The problem is that constructing and conducting an accurate and 
reasonable test of FPGA tool and architecture performance is incredibly complex. 

First, we need to understand that the range of applications being targeted to 
programmable logic is growing broader every day. In the past, it was interesting and 
relevant to publish an estimated gate count and a rough idea of maximum operating 
frequency as a means of informing the design community of the capabilities of a 
particular FPGA architecture. Today, however, with FPGAs containing a wealth of 
embedded hard IP and being used for everything from digital signal processing, to 
embedded and reconfigurable computing, to high-speed serial I/O, it is virtually 
impossible to measure and report on what’s relevant to every design team considering a 
particular tool or technology for their project. 

FPGA companies have mostly abandoned counting equivalent ASIC gates or 
“system gates” in favor of reporting the number of logic cells or look up tables (LUTs) 
contained in a particular architecture. Now, however, with devices containing vast 
numbers of embedded multipliers, huge amounts of block and distributed RAM, high-
performance RISC processors, and a host of complex I/O hardware, the LUT count is 
only a small part of the story. Likewise, measuring the clock speed of the programmable 
LUT fabric misses much of the relevant performance potential of a device in a real 
application. Factors such as the serial I/O bandwidth, the equivalent DSP performance, 
and the processing power are probably even more meaningful today than old-school 
FPGA metrics. 

“FPGA vendors have long used large suites of customer designs to measure the 
performance of each architecture,” says Steve Sharp, senior marketing manager of 
corporate solutions at Xilinx. “Unfortunately these methods give results that are 
analogous to horsepower ratings on a car. They don’t reflect the performance you’ll see 
with the device in your system.” Recognizing that new customers like DSP and 
embedded systems designers are migrating to FPGA platforms in large numbers, Xilinx 
is working to redefine benchmarking to better measure what today’s designers are 
looking for. “We can measure basic things like DMIPs for processors or GMACs for 
DSP, but that’s just the tip of the iceberg,” Sharp continues. “The system architect wants 
to know how, for example, using an FPGA to accelerate DSP performance affects the 
whole system. We’re working to find robust ways to measure these things.” 

EDA (Electronics Design Automation) companies have always been reluctant to 
publish benchmark results, except with reference to their own previous generations. In 
fact, most EDA companies license agreements prohibit licensees from publishing any 
competitive benchmark results obtained from their tools. As we’ll discuss later, the 
difficulty of running a fair and meaningful benchmark is such that few, if any, EDA 
customers have the resources, ability, and willingness to invest the effort to conduct an 
accurate evaluation. For EDA companies, the risk of bogus numbers being published is 
too great, and the likelihood of one corner-case result being taken out of context is too 
high. They’ve chosen to simply prohibit benchmark publication altogether. 
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In researching this paper, we analyzed almost every major EDA and 
programmable logic vendor and their current benchmarking processes and purposes. We 
discovered that, without exception, they maintain a significant ongoing investment in 
benchmarking and take the process very seriously. The cost is sobering. Most have large 
investments in networked server farms with tens to hundreds of dedicated, high-
performance processors running almost non-stop cranking out benchmark results. Most 
reported that a “complete” run of their benchmark suites takes on the order of days to 
weeks of 24-hour-per-day crunching on a passel of Pentiums, repeatedly running 
hundreds of reference designs through synthesis, place-and-route, timing analysis, and 
logic verification. 

Only by examining the results of a wide array of designs can any reasonable 
general conclusions be reached on the realistic real-world performance of any tool suite 
or FPGA architecture. The variation from design to design is usually much larger than the 
difference between tools or technologies, so a considerable amount of data is required to 
reach any statistically significant conclusions. If you have visions of doing a meaningful 
evaluation on your laptop with a handful of designs, your efforts will probably serve to 
mislead you more than guide you. 

One thing that struck us in examining the benchmarking methods used by FPGA 
and EDA vendors was the considerable effort put forth to make tests balanced and fair. 
While it would be easy to run a thousand designs through your own synthesis tool and 
report on only the hundred or so where your solution performed best, we saw no evidence 
of such charades in the vendors we reviewed. Vendors seem to go to great pains to 
choose a variety of designs that are representative of real customer use of their products 
and to measure the results of those designs in a meaningful way. The reasons for this are 
evident when we examine the motivations behind running benchmarks in the first place. 

“We benchmark with a variety of purposes in mind,” says Actel’s Saloni Howard-
Sarin. “Of course there is marketing’s need to discuss where and on what we perform 
well, but we also have internal needs to look for deficiencies in our tools and to drive 
engineering by finding out specifically what we need to improve. We also want to be able 
to give direction to third-party vendors who supply tools to us and to monitor release-to-
release improvement of our overall tool suite. Finally, we use the benchmarking process 
to test out new architectures under development.” 

Actel’s investment in benchmarking is mostly for the purpose of tracking the 
progress from generation to generation of their architectures and tools. Even so, they 
maintain a test suite with thousands of designs to evaluate almost every aspect of their 
device and tool performance. Because they primarily offer technologies like flash and 
antifuse, direct benchmarking against competitors with similar devices is not much of a 
priority. For the SRAM-based FPGAs, however, competition is fierce, and the vendors 
are looking over their shoulders, benchmarking themselves against the others on a regular 
basis. 

Altera has created an impressive methodology for measuring and monitoring key 
performance characteristics of their own and their competitors’ devices and tools. 
Designing a fair and accurate test methodology that yields reasonable metrics is a 
daunting task, and Altera has clearly made a considerable investment that has paid off in 
this area. Their system includes a comprehensive and representative test suite, automatic 
compensation for technology and IP differences between various FPGA families, and 
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automatic generation of design constraints to get optimal results from synthesis and 
layout tools. 

Altera’s resulting benchmark run requires one week with more MIPs than mission 
control on a moon-landing to grind out final metrics for the test suite. They did an 
excellent job sorting out precisely what to measure and what to nail down. Third party 
synthesis was chosen, for example, to give consistent, high-quality results and to level the 
playing field between vendors, while translators were used to substitute each vendor’s 
cores into the test designs so that proprietary IP performance differences would be 
reflected in the measured results. 

Lattice Semiconductor has made competitive benchmarking less of a priority but 
still runs an impressive program. Their benchmark efforts are focused primarily on 
improving software and silicon from release to release. Like Altera, they work to isolate 
the contribution of synthesis and place-and-route from the capabilities of the device itself. 
“Our suite of benchmark functions is very large,” says Stan Kopec, Lattice’s VP of 
marketing. “We have designs with various grades of detail, including both specific tests 
to measure device and tool performance on known functions and general customer 
designs that contain difficult structures or that exercise specific corner situations.” Lattice 
does exhaustive benchmarking early in the life of new architectures, building a virtual 
prototype and running iterative tests to see how much connectivity resources, such as 
routing channels, are required to allow satisfactory utilization while keeping silicon area 
to a minimum. 

On the competitive front, Lattice chooses to emphasize benchmarking IP cores 
rather than generic architecture characterization. In terms of being easy to understand and 
consume, their approach makes a lot of sense. The performance of a timing-critical IP 
block such as a PCI core, for example, might be the single most useful piece of data to a 
design team for whom that core is key. “The scale of functions now being implemented 
in programmable logic,” Kopec continues, “has grown so complex that universal 
benchmark results are not terribly useful. Lattice does not publish competitive benchmark 
results for that reason. For any particular designer, they might not be accurate, or they 
just might not apply to their world.” 

Industry leader Xilinx approaches benchmarking with a huge investment, a great 
deal of experience, and very realistic expectations. Xilinx has a suite of between 50 and 
100 designs to evaluate each architecture, and they work to keep the benchmark process 
as close to the actual customer experience as possible. “The way you constrain the design 
or the way you run the tools can affect the results by a factor of two or three,” says 
Xilinx’s Sharp. “Even in benchmarking just the logic [and not DSP, I/O, or processing 
features], it doesn’t make sense to run designs unconstrained or with unrealistic 
constraints.” 

Different tools also have different “default” modes with different approaches to 
optimization. Some tools are constraint-driven and optimize only until the designers 
constraints are met. Others simply optimize until they reach diminishing returns or until 
some specified set of algorithms has been run to completion. The tradeoff between tool 
run time, design performance, and design area hangs in the balance, and arbitrary 
benchmarking decisions can lead to big variances in results. In light of this fuzzy science, 
Xilinx’s focus on system-level performance with today’s new breed of designs is very 
forward-thinking.  



 21

Even though EDA vendors don’t publish results, they collect a lot of them. “In 
order to accurately evaluate the impact of a change in a synthesis algorithm, we need at 
least 50 and probably 100 designs,” says Jeff Garrison, director of FPGA marketing at 
Synplicity. “We have a huge infrastructure that leverages probably 100 machines and 
runs for days.” Synplicity is aggressive in seeking out new designs to add to their 
benchmark suite. “If you always run the same designs,” Garrison continues, “your tools 
may get very good at those designs, but not perform well on others. Your tools tend to 
learn your suite. We’re constantly working with customers to bring in fresh designs to 
keep up our improvement goals.” Synplicity is serious about their benchmarks, working 
to achieve a specific target performance improvement with each release. Without such a 
fair and accurate test mechanism, it would be extremely difficult for them to assess their 
own progress. 
 
What to measure 

 
Even the LUT fabric benchmarking problem isn’t solved once you have a large 

number of machines and a wide range of designs. It is also very difficult to decide what 
to measure. On timing performance, for example, most designs have a number of clock 
domains operating at different frequencies. Any one of those could be the critical clock 
domain for the design, depending upon the design goals. Setting up an automated suite 
that reports the frequency of only the fastest clock or the slowest clock may miss the real 
problem altogether. Also, in some applications, the total slack may be a more informative 
metric than just the frequency. Many times, the performance is determined by timing 
from an I/O to the core of the device or from the core to an output instead of by an 
internal critical path. Deciding on a general metric that can evaluate a large number of 
designs and yield meaningful results is not a trivial exercise. 

With the new emphasis on hard IP, particularly on high-end FPGA families like 
Xilinx’s Virtex 4 and Altera’s Stratix II, perhaps the most meaningful metrics are 
domain- or application-specific. As Xilinx says, the best measurements for the current 
generation of FPGA devices have yet to be defined. With high-speed SERDES I/O, for 
example, there is not only a challenge in quantifying the performance of the device; the 
designer must be convinced that the FPGA can function at speed on a real board mounted 
in a real backplane. For this type of proof, we can look less to benchmark results and 
more to live hardware demonstrations such as Xilinx’s 11GB/s demonstration boards that 
have been making the rounds at trade shows. 

Compounding the complexity of measurement is the bad benchmarking behavior 
of good design tools. Many synthesis and place-and-route tools will work to meet only 
the timing constraints specified by the user, and then stop their optimization efforts. The 
reason is understandable – many of the timing optimizations available increase the size of 
the design by adding logic and can cause extra power dissipation or slow down the 
overall circuit to improve a single path. When running a benchmark for performance, it is 
important not to over-constrain the tools. Doing so can result in a larger design that 
actually runs slower than it would have if properly constrained. 

Almost every vendor uses Synplicity’s tools as their “gold standard” for synthesis. 
FPGA vendors typically cite the large installed base of Synplify and Synplify-Pro in the 
market as well as the vendor-neutral basis for comparing FPGA architectures. Synplicity 
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has added benchmarking-specific features to their tools to accommodate this. Their auto-
constraints mode does what many FPGA vendors benchmark flows have done for years: 
iteratively run the synthesis process with increasingly tight timing constraints until the 
tool cannot meet timing. This incremental methodology allows the tool to approach its 
optimal result from below without over-constraining. 

 
Achieving Breakthrough Performance in Virtex-4 FPGAs 

 
Virtex-4™ FPGAs are the first multi-platform FPGA family based on the 

revolutionary Advanced Silicon Modular Block or ASMBL™ architecture. Between its 
different platforms (LX, FX, and SX), the Virtex-4 family offers a programmable logic 
solution closely matching designers needs. With several new architectural elements 
designed for maximum throughput, higher integration, and lower power consumption, 
Virtex-4 FPGAs can attain new performance levels. 

Maximum system performance requires a balanced mix of performance-efficient 
components in your system (logic, on-chip memory, I/O, etc.). 

This section first shows the level of performance that can be reached with Virtex-
4 design building blocks. Then, it illustrates how to take advantage of this performance in 
actual designs or benchmarks by looking at coding style, tool settings, and constraints. 

Performance benchmarks based on customer designs show Virtex-4 designs have 
up to 43% better logic performance than other 90 nm FPGAs, and are on average one 
speed grade faster. 

 
500-MHz Clock Rates From Fabric to the Blocks 

 
Virtex-4 devices are the platform of choice for high-performance design; its logic 

fabric and fixed blocks can all operate at 500-MHz clock rates. For example, in the logic 
fabric, many functions, such as counters, adders, and storage (RAM/ROM) implemented 
with lookup tables (LUTs), are capable of performing at that clock rate. 

The fixed blocks (memory and DSP) have been designed to also operate at the 
same speed. 
 
Logic Fabric 

 
The basic Virtex-4 logic element is composed of a 4-input LUT and a flip-flop, as 

well as additional elements, such as a function expander (MUXF) and an arithmetic cell 
(MULT_AND). The function expander enables larger LUT structures (such as 5-input 
LUT or 6-input LUT) to be built. 

In RAM mode, the Virtex-4 LUT can be used as a 16-bit memory element, a 16-
bit shift register, or even a loadable LUT whose content can be changed during operation. 
This RAM mode, unique to Virtex-4 FPGAs, offers very-efficient small memories. 
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DSP Performance 
 
Virtex-4 FPGAs offer more DSP specific blocks than any other device, resulting 

in an 256 GMAC/s DSP bandwidth. The 500-MHz XtremeDSP™ slice provides the 
highest performance, lowest power, and most versatile arithmetic unit. It can implement a 
multiply accumulate unit and can be cascaded with other similar blocks to implement 
larger design structures such as a Finite Impulse Response (FIR) filter, while still 
operating at nominal speed. This performance and expandability enable Virtex-4 FPGAs 
to implement DSP critical functions with an unprecedented level of performance and 
integration, without requiring logic from the fabric. In addition to DSP functions, the 
DSP slices can be configured as counters, barrel shifters, adders, subtracters, 
accumulators, and other functions operating at 500 MHz. 
 
On-Chip RAM 

 
Each Virtex-4 block RAM stores 18K bits of data. Compared to the previous 

generation, the enhancements of the new block include: 
• New built-in level of pipeline with an additional register at the data read output 
enabling 500-MHz clocking. 
• Two adjacent block RAMs combined to one deeper 32K x 1 memory without 
any external logic or speed loss. 
• Individual byte write enable. 
• A unique built-in multi-rate FIFO mode providing address sequencing and 
control circuitry without additional logic. The FIFO mode provides Full and 
Empty outputs, as well as programmable Almost Full and Almost Empty flags, 
and guarantees glitch-free generation of these flags. 
• Built-in Error-Correction Control (ECC) where the block RAMs provide 
optional Hamming code error correction and checking capability to improve 
effective system performance and save space. 

 
I/O Bandwidth 

 
Maximum system performance requires high-performance interactive links 

between the FPGA and the other components of the system. Virtex-4 FPGAs is the only 
programmable device providing high-speed serial transceivers capable of 11 Gb/s. 
 
Embedded Processing 

 
Virtex-4 FPGAs offer a built-in, enhanced PowerPC™ 405 core that delivers 680 

DMIPS performance at 450 MHz and a new Auxiliary Processor Unit (APU) controller. 
This APU simplifies and streamlines the connection to custom coprocessors and 
hardware accelerators. 
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Memory Interface 
 
The ChipSync™ technology enables flexible and high performance memory 

interface applications. It provides a unique run time data to clock centering capability for 
increased design margins, with a resolution of 80 ps. The adjustment compensates for 
devices and parameter variations: process, voltage, and temperature.  

Virtex-4 FPGAs can achieve 600 Mb/s per singled ended I/O with buses as wide 
as 432 bits. 
 
Built-in Technologies for Improving Effective Performance 

 
In addition to the highest performance logic, embedded blocks, and design tools, 

the effective real-world performance you can obtain depends on clock/data signal 
integrity, power integrity, power budgets, etc. Virtex-4 FPGAs provide built-in 
technologies to provide you with the highest effective performance:  

• A low skew, low-jitter, 500 MHz differential clock structure with greatly 
expanded flexibility. 
• Advanced packaging technology and flip-chip assembly techniques, enabled by 
the proprietary ASMBL technology and abundant power and ground pins, 
improves signal integrity by minimizing package and PCB inductance. 
• The XCITE™ technology provides on-chip signal termination with digitally 
controlled impedance. 
• Lower power consumption per MHz means you can achieve more performance 
within your power budget. Virtex-4 FPGA reduces dynamic power consumption 
with 90 nm technology while reducing static power consumption with triple-oxide 
technology. The net result is a 50% reduction in power consumption compared to 
previous generation FPGAs, and a significant advantage over any other 90 nm 
competitor. 

 
Performance Advantage 

 
Table 1 shows the performance of some different design elements running at the 

speed grade listed (using ISE 6.3 service pack 3). It also compares values to the closest 
competitive offering referenced by FPGA-90 nm. 
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The performance advantage of Virtex-4 FPGAs over the closest competitor can be 
as high as 142% in the case of the FIR filter example or 97% in the fabric with the 
magnitude comparator. 
 
Design Entry, Tool Settings, and Constraints 

 
Some competitors claims of performance leadership are based on logic 

benchmarks using methodology, settings, and constraints to misrepresent the 
performance attainable in Virtex-4 FPGAs. A sound methodology for performance 
benchmarks requires the following: 

•Compare similar device speed grades. 
•Apply constraints in synthesis until slack is negative. 
•Apply tight, but realistic constraints in place and route (performance might 
degrade if constraints are too tight). 
•Use the High-effort choice as applicable in the synthesis and place and route 
tool. 
•Use comparable settings. Using retiming in only one tool does not provide a 
sound comparison. 
•Constrain the important clock(s). Using general global constraints only improves 
the slowest clock in the design. 

 
The next sections provide some guidelines for getting great results with Virtex-4 FPGAs. 
 
Design Entry 

 
Design entry is a critical stage in the quest for a high-performance design. A 

hardware description language, such as Verilog or VHDL, provides an efficient way of 
designing for Virtex-4 FPGAs. To get the best possible results, Xilinx recommends 
following some coding-style guidelines for yielding the best implementation in the 
device. 

First and foremost, pipelining is highly recommended; lots of registers in the 
design keep the critical path short and fill the pipeline stages in the dedicated blocks. An 
appropriate level of pipelining ensures maximum throughput. 

In Table 2, the code on the left uses the new block RAM with one level of 
pipeline embedded in the block versus two levels for the code on the right. The latter 
code improves performance by 28%. 
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One additional important recommendation is to avoid functionality not natively 
supported in blocks being targeted. For example, using asynchronous reset for registers 
before and after the multiplier prevents these registers from being merged into the 
XtremeDSP slice as the block uses synchronous reset for its registers. As shown in Table 
3, the impact on performance can be quite dramatic.  

 

 
 

Virtex-4 FPGAs are the first FPGAs capable of reaching clock speeds of 500 
MHz across many design building blocks (multipliers, adders, memory blocks, etc.).  

Taking advantage of this unique level of performance in today's complex designs 
requires sound coding style practices, combined with appropriate tool settings and 
constraints. The Virtex-4 family represents a significant performance boost compared to 
any other FPGA architectures. Through its different families, the Virtex-4 platform offers 
a solution to closely match design requirements. 
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BGA Crosstalk - Xilinx
 
Virtex-4 FPGA and Altera

 
Stratix

 
II FPGA  

 
This section is about measurements, so we should begin by showing you how we 

made them. First, we obtained a test board comprising one Virtex-4 LX60 FPGA in the 
FF11480 package, plus an Altera Stratix II 2S60 FPGA in their F1120 package. On both 
these parts we arranged to bang a lot of outputs up and down, making a good deal of 
noise—hundreds of outputs switching at once. While making all that noise we measured 
the crosstalk on one poor little guy that tried to remain “stuck at zero” or “stuck at one” 
during the test (Figure 1). This technique represents a realistic worst-case appraisal of the 
crosstalk emanating from any I/O driven out of the package during the noisy events. It 
also indicates the crosstalk received by I/O’s directed inwards towards the package. To 
see how that works we need to delve for a moment into the details of inductive crosstalk, 
because that is what this configuration delivers: inductive crosstalk. Figure 2 illustrates a 
pair of PCB power and ground planes, between which we have connected a BGA 
package. Of course, the BGA package does not reside physically between the planes, but 
in a schematic view that is a convenient way to represent the circuit. The BGA balls and 
BGA routing appear in the diagram. The package holds two totem-pole drivers. Suppose 
the load at F is initially charged HIGH. At time zero, switch C drives LOW, creating a 
huge I/O current transient. As this current flows through the finite inductance, LGND, 
representing the matrix of ground balls underneath your BGA package, it creates a 
voltage disturbance on the chip substrate. 
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The victim D, which remains stuck low throughout the experiment, picks up this 
voltage glitch and transmits it straight out of the package to the scope, where you can see 
it.  

This simplistic view of the problem is qualitatively good at explained why 
switching events on one pin cause noise on another, but quantitatively poor at predicting 
noise amplitudes.  

To explain the inadequacy of that diagram, we will have to ask you to abandon 
the concept of inductance as a property of an individual wire or conductive pathway. You 
must instead perceive inductance as it truly exists: a property of the space between 
conductors.  

In any high-frequency inductive problem, the relevant magnetic field resides in 
the space between conductors, not in the conductors themselves. This field, not the 
conductors, causes all inductive effects.  

In analog circuits, we are used to thinking of an inductor as a tightly wound coil. 
The coil concentrates its magnetic field in the space within the body of that inductive 
component.  

The inductances we deal with are different. They occur as parasitic inductances, 
bound to magnetic fields that exist in the spaces between our signal and return pathways.  

Figure 3 shows a better way to think about mutual inductance. This diagram 
shows the chip package on top, above the balls and vias. The three signal vias D, E, and 
F each penetrate the ground plane.  

Switch C, when it closes, initiates the change in current drawn in red.  
This action fills the space between vias with an intense magnetic field. We have 

partitioned that field into three sections labeled L1, L2, and L3. Faraday's law says the 
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crosstalk measured at D varies in proportion to the total magnetic flux L1 lying between 
via D and the nearest return-current position. Crosstalk at E varies with both fields L1+L2. 
Since L1+L2 exceeds L1 alone, the crosstalk at E must exceed the crosstalk at D. That is, 
crosstalk varies strongly with the position of the victim via. 
 

 
 

The variation in crosstalk with signal-pin position is not explained by figure 2. By 
assigning all the package inductance specifically to the ground pathway, that figure 
ignores the impact of signal positioning on observed crosstalk. In a real problem, ground 
bounce always varies with your proximity to a good return connection. The signals 
closest to a good return suffer the least "ground bounce" or "power bounce ". Since in a 
complex multi-ground-pin package we can no longer think of “ground bounce” using the 
simplistic model in the previous drawing, we suggest that you simply think of it as a 
“crosstalk effect”. Do not try to partition the effect into discrete portions due to noise on 
the ground substrate, noise on the chip’s internal Vcc rail, or noise accumulated in the 
ball-and-via field underneath the package. This type of magnetic coupling varies with the 
separation between signal pathways and the length, or in this case, height = via + ball + 
package thickness. It also scales with the rise or fall time of the aggressive signal 
(specifically, the di/dt). In case you are wondering about capacitive crosstalk, it 
contributes very little to this setup. You will see that in the measured results in a few 
minutes. If there were significant capacitive crosstalk, then when pin F switches LOW, 
you would see pin E also glitch LOW, but it doesn’t. It glitches in the HIGH direction, an 
action only made possible by the inductive coupling explained in this diagram. If you 
understand how transformers work, Figure 4 makes it clear that inductive crosstalk 
affects both drivers and receivers alike. Inductive crosstalk acts like a low-impedance 
transformer hooked in series with your circuit. The primary of the transformer is the I/O 
current path. The various multiple secondary windings correspond to each of the victim 
vias. The inductive crosstalk voltage induced across each secondary is determined by the 
proximity of that secondary loop to the primary.  
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If a low-impedance connection (in the top case, a stuck-at-low driver) appears to 
the left of the transformer then the noise voltages develop to the right. If the low-
impedance connection (in the bottom case, an incoming line) appears to the right of the 
transformer then the noise voltages develop to the left, affecting the receiver. Either way, 
inductive crosstalk gets you.  

Measuring the crosstalk output from a stuck-at-zero (or stuck-at-one) I/O cell is a 
great way to determine the general level of BGA crosstalk input to receivers on that same 
package.  

A picture of the test board appears in Figure 5. Mark Alexander did a fine job 
building this setup. It was designed as much as possible for a direct apples-to-apples 
comparison of the two parts. On the left you can see the Altera FPGA with 1,020 balls, 
on the right is the Xilinx FPGA with 1,148 balls. The board has 24 layers, and is 110 mils 
thick. Three I/O voltage regions are included on the board (1.5, 2.5 and 3.3-volt) with 
each power plane sandwiched between grounds. To eliminate any concern about 
differences in power architecture, Mark came up with one common power arrangement 
that more than met both manufacturer’s guidelines, and used precisely the same setup on 
both parts. You can see the SMA fittings for viewing particular ports on each chip. Not 
every I/O is instrumented. 
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Howard Johnson 

 
 

The Altera and Xilinx parts fit on opposite sides of the layout. All planes are 
completely isolated side-to-side, with separate power supplies. Not even the grounds 
touch, expect through the instrumentation connections.  

We ran all the tests shown here with only one side of the board active at a time, 
although we did test for interference between sides and saw no observable changes.  

You should expect crosstalk to vary strongly with the proximity of the victim to a 
return pin. Building on that point let’s look at the pattern of ground and power balls in the 
Virtex-4 LX60 FF1148 package.  

Figure 6 depicts the array of return pins used in the FF1148 package. The dark 
dots represent ground balls; the lighter dots power balls.  

Assuming perfect decoupling within the BGA package, the power and ground 
balls are equally effective as conduits for returning signal current. For the rest of this 
section we will not differentiate between power and ground balls, but simply call them 
“return balls”. The other marks (X) represent high-speed signals. Blank spots indicate 
low-speed programming signals, PLL control signals, and other non-high-speed 
functions. 
 



 32

 
 

To illustrate that point, let’s look in detail at the distribution of crosstalk 
associated with one specific I/O pin. We will pick signal A10, which is up on the top row, 
about a third of the way in.  

Some of the blank spaces on the left and right sides of the array are not populated 
in the Virtex-4 LX60 FF1148 package. We picked this configuration because it has about 
the same total number of active high-speed signal pins (500) as the Altera Stratix II 2S60.  

The existence of all those return balls helps tremendously to reduce crosstalk from 
distant aggressors. If you were to do a “walking ones” test, moving the aggressor further 
and further away from the victim each time, and observing crosstalk on the victim during 
the whole test, you would see crosstalk fall off geometrically each time you pass a return 
ball position.  

By the way, we picked this pin for this studies because our calculations predict 
pins located near the edge of the pattern should be a worst-case location for crosstalk 
performance. 

Because there are so many power and ground balls in this package, and so evenly 
distributed, the crosstalk contributions around the particular signal A10 lies tightly 
grouped around that particular location (Figure 7).  
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Figure 8 examines a number of other locations. The story is the same in each case: 
crosstalk falls off geometrically as you pass beyond each successive ring of power or 
ground pins.  
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Some details behind the simulation used to generate these pictures are that the 
drivers are set to a di/dt of 9.05E+06 A/s, corresponding to a Xilinx 1.5V LVCMOS 4 ma 
fast driver, and all vias are set to an average depth of 0.035 in. below the surface of the 
PCB.  

What contains the distribution of returning signal current, and thus crosstalk, is 
the existence of lots of densely packed ground and power pins. These power/ground pins 
are tessellated in a regular array of ten elements called a “sparse chevron” (Figure 9). The 
overall ratio of signals to grounds to powers in this package is 8:1:1.  

Since both power and ground pins act equally as conduits for returning signal 
current in this package, what we really have here is a well-distributed 4:1 ratio of signals 
to returns.  

 
 

Figure 10 plots the first of our measured results. This data was acquired using a 
Tektronix TDS6804B Digital Storage Oscilloscope, 8 GHz bandwidth, 20 Gs/s, using 
direct inputs with 40-inch low-loss SMA cables. The bottom portion of the figure depicts 
a nearby aggressor, going first high and then low. The resulting crosstalk waveforms just 
above represent the crosstalk picked up with victim A10 stuck high (red) or stuck low 
(blue).  
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Note that the crosstalk waveforms move in a direction opposite the motion of the 
aggressive signal. This movement proves conclusively that the crosstalk results from 
inductance, not capacitance. Capacitive crosstalk would have made the victim move the 
same direction as the aggressor, which is not happening here. Certain tricks that work 
well to reduce capacitive crosstalk, like driving an input ball using a very low-impedance 
source, do nothing to improve the inductive crosstalk generated within the BGA ball field 
and vias underlying this FPGA package.  

Crosstalk from this aggressor peaks at only six millivolts (about one percent). We 
made heavy use of averaging in the TDS5804 to improve the noise floor for these 
measurements, making possible the clarity of view represented in the diagrams.  

The fact that the stuck-high and stuck-low signals present nearly the same 
crosstalk indicates near-perfect performance of the internal bypassing within the FF1148 
package.  

Figure 11 shows a similar view, but with more aggressors. The aggressors turn on 
and off in sequential fashion, first one, and then the next, so you can see clearly the 
crosstalk resulting from each. Crosstalk falls off quickly as you make your way further 
and further from the victim. 
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Three Measures of Crosstalk 
 

Now that you are comfortable with the format of this measurements, let us present 
the three comparative tests used to evaluate the Xilinx and Altera packages. The purpose 
of this work is to quantify the practical improvement in crosstalk made possible by the 
"sparse chevron" ground pin tessellation. These tests are called:  

• Spiral Test 100 nearest outputs, exercised individually.  
• Accumulating Spiral Test 100 nearest outputs, aggregating in larger and larger 
groups.  
• Hammer Test 500 outputs all together I ran all three tests run on both packages.  
These packages each have solid internal power and ground planes plus a lot of 

internal bypassing. In that sense, they are very similar. They differ in their BGA pin 
assignments (Figure 12). 

The two packages have nearly the same number of high-speed signal balls: 504 
for Xilinx and 505 for Altera. The Xilinx package, being slightly larger, accommodates 
more power and ground balls (185 ground and 144 power for Xilinx, versus 114 and 103, 
respectively, for Altera). The biggest difference, though, lies not in the sheer number of 
ground and power balls but in their distribution. The Altera package has large areas 
devoid of returns. The Xilinx pattern is more evenly peppered with returns. 
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The Spiral Test (Figure 13) exercises the 100 nearest outputs, one at a time, each 
going up and then down just like in Figure 11. This figure shows the region of the Xilinx 
Virtex-4 LX60 FF1148 package used in this test. The victim location, A10, appears on 
the top row, in the middle of the aggressor region. Mark's spiral exercises the nearby 
aggressors in succession, working its way around and around location A10 to 
increasingly distant aggressors. During this test, all outputs are equipped with 1.5-volt 
LVCMOS 4ma fast drivers.  

The Altera Spiral Test (Figure 14) exercises slightly different pins due to 
differences in the pin assignments, but encompasses the same number of I/Os at similar 
average distances. During this test, all outputs are equipped with 1.5-volt LVCMOS 4ma 
drivers, but there is no speed selection capability in the Stratix II.  
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Before we compare the packages to each other, let's compare theory with 
measurement (Figure 15). The combination of theory, simulation, and measurement is 
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what Terry Morris at HP calls his "triumvirate of understanding". Terry points out that if 
you have a theory about how something works, and can make a simulator to predict what 
should happen, and the simulation matches your measurements, then you probably have a 
good understanding of what is going on. 

 

 
 

In this case, we would say the simulation and measurement match fairly well. 
Both are telling us that the crosstalk pulses fall off rapidly as a function of distance from 
the victim A10, which remains stuck at zero during this measurement.  

Even though there is not an exact match in the waveform pin-by-pin, the 
aggregate trend shines through. We conclude that this simulation technique realistically 
captures the crosstalk effect in these packages. Let’s put the simulator away for now, but 
bring it back later to predict aggregate crosstalk at other locations around the package.  

In the first comparative test result (Figure 16), we had to turn down the scale to fit 
both waveforms on the screen. The top trace shows the Xilinx crosstalk at A10, the 
bottom shows Altera crosstalk at position B7. The Altera part displays two artifacts: more 
crosstalk on a pin-by-pin basis, and a pattern of crosstalk that does not fall off as quickly 
as crosstalk in the Xilinx package. If you add up all the individual crosstalk pulses in 
each waveform, you can see that the Altera crosstalk aggregates to a much higher level. 
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The Accumulating Crosstalk Test (Figure 17) exercises the same balls used in the 
one-at-a-time spiral test, but with different patterns. 
 

 
 

First, only the nearest ball fires off, going up and then down. Then it fires off a 
second time in conjunction with the next nearest ball. Then it does three at a time, then 
four, and so forth, until a large number of balls (100) are blasting up and down together.  
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The resulting crosstalk waveforms (Figure 18) clearly show the relative 
importance of remote balls in the overall aggregate crosstalk waveform. All aggressors in 
this shot are set to a 1.5-volt LVCMOS 4 ma driver (fast, for Xilinx, no speed option for 
Altera). As before, the Xilinx victim A10 remains stuck low. Similarly, the Altera victim 
B7 remains stuck low. The Xilinx component tops out at 68 mV p-p of crosstalk, the 
Altera component generates 474 mV p-p.  

 

 
 

In the final test, we went all out to see how much crosstalk we could make. The 
Hammer Test (Figure 19) exercises 500 simultaneous outputs on each part. We wanted 
all the outputs running at the same voltage level for this test, but that wasn't possible with 
the test board architecture, so here's what we did. We configured each aggressor as a 2.5 
volt LVCMOS 8 ma driver (fast, for Xilinx, but no speed option for Altera). The outputs 
are physically powered by a mix of voltages including 1.5V (for at least 100 aggressors 
nearest the victim location), 2.5V, and 3.3V. Between the two parts, each voltage rail 
powered the same numbers of outputs, in approximately the same positions. 
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The victims are, again, A10 and B7, this time stuck-at-high. The stuck-at-high 
setting displays BGA crosstalk along with some of the noise extant in the power system.  
The stuck-low waveforms show the same high-frequency (short term) spike of crosstalk, 
but lack the resonant behavior visible in the power system after the main pulse. This 
resonance provides some clues about the efficacy of the overall power system bypassing 
network.  

In this test the Altera part produced crosstalk waveforms 4.5 times larger than the 
Xilinx part.  

The ratio of crosstalk voltages we measured (4.5:1) is not all due to differences in 
packaging. Both packaging and signal risetime contribute to this factor.  

Figure 20 details the aggressive waveforms produced during the Hammer Test 
(measured at locations A11 and B6, respectively, on the Xilinx and Altera packages). 
Given the same driver settings the Altera part generates a current slope (di/dt) twice as 
large as the Xilinx part. 
 



 43

 
 

This 2:1 ratio of di/dt translates directly into more crosstalk for the Altera FPGA. 
The variation in power/ground pin outs accounts for the remaining portion of Altera’s 
4.5x increase in crosstalk. 
 
Final Simulations 
 

Now let’s leave our measurements behind and go back to the simulator. What we 
would like to do is address any concerns you may have about our selection of pin 
locations for testing, or other factors in the layout that may have skewed the results. We 
will set up an ideal crosstalk simulation, making the following selections:  

• Ignore exact pattern of trace layers, assuming an average trace depth of 0.035 in.  
• Ignore differences in rise/fall time, assuming both parts produce di/dt = 2E+07 
A/s.  
• Ignore details of dog-bone offset, assuming a via-in-pad geometry for simplicity.  
Under these conditions, Figure 21 displays the worst-case aggregate crosstalk for 

every pin on both devices, not just the few pins instrumented with SMA jacks. 
This chart pinpoints only the differences you would expect to see due to 

variations in the power/ground ball distribution between the two packages – not taking 
into account the inherent differences in di/dt due to different rise/fall times. It assumes all 
outputs are switching 1v p-p into 50 ohms with a rise/fall time of 1 ns. 
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Taken together with the BGA crosstalk theory from the beginning of this section 
and our actual measurements corroborating the crosstalk effects, Figure 21 paints a clear 
picture of the differences between the two packages under study. 

The Altera component used in this test displayed crosstalk 4.5 times higher than 
the Xilinx component.  

The Altera package suffers from two issues:  
• Excessively fast signal rise/fall time  
• Over-concentration of power/ground balls in core region  
Together, these two effects combine to produce a 4.5:1 ratio of observed crosstalk 

in the Hammer Test (Figure 19). 
 
Making sense of it  
 

Considering all the confusion in benchmark methodologies, the best answer is 
probably the one most often cited as the wrong one. It is true that taking your own one or 
two designs for a test-drive is a terrible way to evaluate one design tool against another or 
one FPGA architecture against another for purposes of making general conclusions about 
the relative merits of those products. It is also true, however, that nothing will better 
predict the results of your design than your design itself. If you have a set of designs that 
accurately reflect the types of IP, the size, the complexity, and the overall architecture of 
the project you are contemplating, they may be far superior to any vendor-supplied 
benchmarks at answering your particular questions.  

In my experience as a designer, Xilinx architecture is the best choice. 
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